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Abstract

In most existing computing environments, resources such as CPU time,
memory, disk space, and network bandwidth are not used to capacity. In
future environments, such as computational grids, resources may exist
solely for sale. There is no clean way for a resource provider to sell
either kind of resource because the current abstractions an owner can
provide (and a buyer can request) are (1) too high level, (2) numerous,
and (3) complex. Virtuoso is a prototype system that creates a
marketplace in which resources can be straightforwardly sold by
resource providers to resource buyers. The resource exchange is in the
form of a low level virtual machine and virtual network that presents the
abstraction of a new raw physical machine on the buyer's network. This
report describes the interface and implementation of the Virtuoso
system. It is also a user manual for those who wish to try Virtuoso.
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8. (scp — rsync )_server.pl then does a system call to start the specified method to copy the machine
into their local Virtuoso directories.

9. When the copy is completed, the local files are updated with the new version of the machine, the path
to its configuration file, and the machine from which it was copied. Also, the VMWare Perl API is
invoked to register the machine with VMWare.

10. Now that the machine has been locally registered, the heartbeat server notices that the machine exists
in vm_list.virt and returns the SUCCESS response to the migration server on the central server.

7.3.3 Front-end isupdated and updates database

e migration_server.pl receives a response from the destination:

1. If the response is a SUCCESS, then it will update the database in the following ways: the version
will be set to the returned version, the memory, storage and speed of the destination and origin
machines will be decreased and increased respectively, the machine pairings will be updated
with the new pair of machine id and physical machine id, and the state of the machine will be
returned from “migrating” to its previous state. Also the user account will be debited and the
provider account credited.

2. If the response is a FAILURE then it will revert the system to the previous state, which the script
keeps in local variables.

7.4 Migration performance

In the previous section, an in-depth account of the migration sequence was given. Although it is a fairly long
sequence of events, the major bottleneck occurs between steps 8 and 9, between when the copy command
is issued and when it terminates. In measuring the performance of the system, this was the only metric that
was used; how long the actual copy took.

The first test that was performed on the system was a test to see how long it would take to migrate a
suspended machine (a 1.1 Gigabyte win2000Pro machine over a 100Mbit network) when the machine was
run without disk use, when it was run with disk use, and when it was run with heavy disk use. The methods
of rsync and scp were compared in this test.

Figure 38 shows the results for rsync and Figure 39 shows the results for scp. Note that these tests were
done at different times and it is not the height of the graphs that is important but rather their relative heights
to each other. That is, scp is not necessarily 6 times slower than rsync in copying an entire disk without
caching, but it is much slower than rsync after an older copy already exists on the destination machines. In
test 1 of scp and rsync, VMWare’s undoable disk was used. A machine was run on a single machine and
then suspended. It was then sent to 6 machines in a round-robin fashion; these machines did not have a
previous version of that virtual machine available.

The machine was then sent around again to measure the latency of rsync in checking the file lists for
differences and sending the differences—in this case, there were none. The machine was then run and
suspended—the time spent is mainly the time it took to send VMWare’s state file (.vmss), which is mainly
memory contents. The “ballooning” technique described in [10] would potentially help to reduce these
costs.

The next two tests used the disk?® slightly—the second test being an automated one.

2\/MWare’s undoable disk option actually writes to a redolog file
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Figure 38: First rsync test.
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Figure 39: SCP test.
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Figure 40: Second rsync test.

The final test was one where the disk was updated heavily—about 250 megabytes were written to the
disk in the space of 10 minutes. In each case, the machine was suspended and sent around the six nodes.

The test for scp was not as thorough as the one for rsync as it became obvious that no performance
difference would be seen upon further testing.

The results show that rsync is fairly efficient for transfering VMs. The fact that the average time to
migrate a fully cached machine was less than 5 seconds means that a user is now free to migrate their
machine frequently in a search for a better provider.

Seeing that scp was consistent in its migration times, a second test was not done on it. However, rsync
was explored further—a second test was run on it to see what happened when the redolog files generated by
VMWare were committed to disk. The results of this test are seen in Figure 40.

As before, in the first case, a suspended machine was sent to a machine on which it was not cached. In
the second case, the machine was resumed and then VMWare was forced to commit the VMWare redolog
files to disk—which amounted to the writing of about fifty megabytes of data to the disk, and the deletion
of about fifty megabytes of redolog files. In the third test, the disk was started and about 250 megabytes of
data were written to it. In the final test, the machine was simply started and stopped—as before the redo logs
were committed to disk. It appears from this test that there is a fixed overhead of writing to a disk—this is
probably a side effect of the operating system running. Compared to this, the actual writing to disk seems to
be a small overhead. This result makes sense, especially if most of the writes happened to a single section
of disk—since this is the situation that rsync was designed for.

8 Conclusion and future work

We have described in detail the interface, design, and implementation of the Virtuoso system. The examples
provided have thoroughly shown how the system can be fully used by both providers and buyers. The system
is useful prototype that furthers the goal of helping to bring providers of resources together with buyers of
resources, to their mutual benefit. We provided an in-depth description of the implementation which should
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be sufficient as a technical reference for developers in the Virtuoso system.

We are currently integrating Virtuoso, as described here, with the VNET virtual network system. We
also plan to integrate remote device support to make configuring a VM straightforward. Our research agenda
is moving towards adaptation using Virtuoso and VNET. In particular, a future version of this system will
automatically determine VM to provider mappings, as well as virtual network topology and routing, and
resource reservations on the underlying hardware, to optimize the performance of groups of VMs running
parallel and distributed applications.

Please visit virtuoso.cs.northwestern.edu to learn more.
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